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Xpnupatodotnon

To apoOv ekTatdeUTLKO UALKO €XeL avarmtuxBel ota mAaiola tou
eKTIALOEVUTIKOU £pyou Tou Sldaokovta.

To €pyo «Avoilkta Akadnuaikd Madnuata oto Naveniotiuio KpRtng»
EXEL XPNUATOO0TNOEL HOVO TN avadlapopdwon Tou eKTALOEUTIKOU UALKOU.

To €pyo vloToleitat oto mAaiolo Tou Emxelpnotakol Mpoypapotod
«Ekmaidsvon kat Ala Biou Mabnon» kal cuyxpnuatodoteitol amo tnv
Evpwnaikn Evwon (Evpwmnaiko Kowvwviko Tapeio) kot amo €Bvikoug
TOPOUC.
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ZnMeElwpa adelodotnong

To apov UALKO dratiBetat pe Toug 6poug TG adetag xpriong Creative Commons
Avadopd, Mn Eprnopkiy Xprion, Oxt Mapaywyo Epyo 4.0 [1] 1) petayeveotepn, AeBvrig
Exkbdoon. Efaipouvtal ta autoteAn epya tpitwv T.X. pwtoypadies, Saypappota KA.,
TOL OTTOLOL EUTIEPLEXOVTOL OE QUTO KOl Ta ortoia avadepovtal Hall e TOUG OPOUG xpnonq
TOUG oTo «2nueiwpa Xpnong Epywv Tpitwv».

[1] http://creativecommons.org/licenses/by-nc-nd/4.0/ ‘ @ ®®@\

Qq Mn Epmnopwkn opiletal n xpnon:
mou bev nspt}\auBavsL QLLEDCO I EUUECO OLKOVOLLKO OPEAOC Qo TNV XPron Tou £pyou, yla To
Slavopea tou €pyou Kot adelodoyxo
— 1ou Oev mepAa U PAVEL OLKOVOLKN) cuvaAAayr we mpolTtoBeon yla tn xprion N mpocBacn oto
Epyo
— T1ou Sev mpoomopilel oto Slavopea Tou €pyou Kol adeloSOX0 EUUETO OLKOVOLLKO 0¢deAOG (Tt .
Sdtadnuioelg) amod tnv mpoBoAr tou Epyou o€ SLASIKTUAKO TOTO

O dwkaouyog unopst VOl TIOLPEXEL OTOV a6€t060xo Eexwplotn adeLa va XpNOLLLOTIOLEL TO
£PYO yLa EUTIOPLKA XpHon, Epocov autd tou {ntnoel.



2KOTIOL EVOTNTOC

e Katavonon twv BepeAtwdwyv apywv tou TCP:
— Aflonotn petadopd dedopevwy
— 'EAeyxog pong
— 'EAeyxog oupdopnong



AladLlKkTuaKka mMPpwTOKoAAa enuedou
netadopac

[ Avaélomiotn, xwpic Eyyunon otn oslpad
napadoonC TWV TTOKETWV: UDP
O Ae BeAtwwvel tov “best-effort” xapaktipa tou IP.
7 Afldmiotn, NE yyUNON OTN oepd
napadoong TWV TTAKETWYV: TCP et
O ‘EAeyxog cuudopnong . PR [physicd
O "EAeyX06 porig ‘ e
O EykaBidpuon cuvdeonc L

[ Mn dloB€oEeC UTINPEODLEC :
O Eyyunoeic kaBuotépnong
O Eyyunoeiwc bandwidth
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TCP

& To TCP socket yapaktnpiletal ano 4 nedia:
— source IP address
— source port number
— dest IP address
— dest port number

& O mapaAnmTNC XpNOLLLOTIOLEL Ko Ta 4 Tedia yia va TpowONoEL TO
segment oto kataAAnAo socket

* ‘Evacg server host pumopet va umootnpiéel moAAamAd Taavutoxpova
(“rtapaAAnAa otov xpovo”) TCP sockets:

¥~ kaBe socket yapaktnpiletal amno tn dikn tou 4-ada

* OLWeb servers €xouv dtadopetika sockets yia kaBe client mouv cuvdeetal

— non-persistent HTTP €xouv diadopetikad sockets yla kaBe altnpa

TCP 6



2updopnon (congestion)

1.5 Mbps .

100 Mbps

[ Ta sources avtaywvilovtal yla Toug mopouc tou dtktuou, aAd
O bgv €Xouv yvwaon Twv mopwyv tou diktuou (state of resource)
O bev E€pouv TNV UTTAPEN N piat TNC AAANG
[ Me amnotéleopa:
O Maketa va yavovtatl (Aoyw buffer overflow otouc dpopoAoynteg)
O Meyaleg kaBuotepnoelg (avapovn otic oupeg Twv buffers otouc SpopoAoynteg)
O throughput pikpotepo amno to bottleneck link (1.5Mbps yia tnv
NapaAnavVw TomoAoyia) =2 katappevon Aoyw cupudopnong

TCP 7



Katappevon Aoyw cupdopnonc
(Congestion Collapse)

[ Oplopoc: Avénon oto popto diktvou odnyel og peiwon TS XPAOLUNG
SouAeLdc nou yivetol
[ MNoAAEC TBAVEC ALTLEC
O MAAOTEC eMAVAETAOO0ELC TTAKETWY Bplokovtal akopa o€ e€EALEN
e KAaown katappevon AOoyw cupudopnong
e MMw¢ propei va cupBel auto pe tn dlatripnon Twyv MOKETWV
e AUon: kaAutepoltimers kot TCP éAeyxoc cupudopnong
O Mn nmapadoBevta makeTa

e Tal MAKETA KATAVOAWVOUV TTOPOUC Kall yivovtal drop Kdrmou aAAoU
oto Siktuo

e AUon: €\eyxoc oupdopnong yia OAH tnv kivnon

TCP g



TCP: Emwo K(')TU]O' N Rrcs: 793, 1122, 1323, 2018, 2581

[ onuelo-mpog-onueio:
O ‘Evoc amootoA£ag, Evag MopaARTng
(o€ avtiBeon pe to multicasting)
[ oaflomioto, O€ OEPA pon Twv byte:
O H edappoyn ano endavw Ba “napaldpfel” ta
TIAKETA OTN OWOTH OELpA (Leyloto peyeBog tou segment)
T pipelined: [ ouvdeolotpedEc:
o0 TCIP ENEYXOC ouu’cbépr]onq & pong Bstouv yepabia (avtoAAayf LnVuUdTwy
10 peyedog napadupou EAEYXOU) aPXLKOTIOLOUV TNV KATAOTAON

Q I'Io)\))d TIOKETA urtopo()v’ va éxo,uv otaAOel TOU OTOOTOAEQ KAl TOU TIApaAATETN TIpLY
napaAAnAa kat va pnv €xouv yivet ACKed v avtodayr 5e50UEvwV

[ Buffers amrootoAn¢ & napadaBrig

3 NANpwc apdidbpopa dedopeva:

O Pon 6edopévwy kat tpog tic Svo
KatevBuvoelg otnv dla cuvdeon

O MSS: maximum segment size

[ EAeyxOuEvVN pON:

O O amootoA£ac 6gv Ba «KATAKAUGEL» TOV

1
application application TtOLpOL?\r]Tttr]
socket writes data reads data cocket
door"““i‘_—_—" _‘____%_____' door
TCP TCP
send buffer receive buffer
) [Seament] —» (
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Aopn TCP segment

URG: emteiyovTa

dedopéva 32 bits ”
(vevikd Gev source port # | dest port # MéeTpnon pe paon
xpnoluonousiml)\ — Ta bytes Twv
ACK: ACK # . Sequence number SedolEVWY

(6x1 Ta segments!)

éyKupo\\ac\&ho\wledgemen’r humber
head[not | = : :
PSH: ompwie data Twpa ﬁ%ﬁﬁl@JVRSF Receive window
/

(vevikd dev™ }hzel(um Urg data pnter

XpNholgoTroleital) —
RST, SYN,FIN | EmiAe{éc(variable length)

EvkatdoTtaon oUvdeong
(evroAéc eykaTdoTaong, /
TEPUATIONOU) Aedopéva epappoyng

Internet / (HeTAPANTO pRKkog)

checksum
(6Tw¢ aTto UDP)

# bytes

TTO0U 0 TTAPdARTITNG
o1aTiOeTal va
TapaAdapel
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Sequence Number Space

F KAOE byte otn por Twv bytes eivatl apOpnpévo

O 32 bit Twun

O Kavel wrap around

O H apxlkA TLUN EMAEYETAL TN OTLYUA EKKLVNONG
[ To TCP Siaomael tn pon 6eS6oUEVWY OE TTAKETA

O To peyeBocg nakETou neplopiletal amo 1o peyLoto peyebog segment (MSS)
[ Ka&Be naketo £xeL €va sequence number (aplOuo ospag)

O Mpooblopilel mou Bpiloketal otn pon dedopévwv

13450 14950 16050 17550

! ! ! !

~ ~\ ~ ~
\ \J \ A

packet 8 packet 9 packet 10
TCP 1



TCP ouvdeon: xewpayia os 3
Buata

Briua 1: o client host otéAvel ToTCP SYN segment otov server
O Mpooblopilel Tov apxLKo aplOuod oelpag (seq #)
O Ko@oAou dedopéva
Bripa 2: o server host Aapfavet to SYN, amavtael pe SYNACK segment

O O server deopevel buffers
O Mpocblopilel Tov apXLKO apLlOUO OELPAC

Briua 3: o client Aappavel SYNACK, amtavtael pe ACK segment, mou pnopet va
TLEPLEXEL KaL SEdopEva



EykaBidpuon ouvdeonc: xepayla oe

' 4
3 Bnpoata
[ KdBe mAevupad ebormolel tTnv AAAN yLo Tov
apPXLKO aplBuO oelpac (seq #) mou Ba SYN: SeqC
XPNOLULOTIOL|OEL YLOL TNV ATTOCTOAN
O Tati va pnv emAééovpe amAad to O;
e [penel va amodUyeL TNV emkA VYN HE
TIPONYOUUEVO TIAKETO ACK: SeqC+1
e Ocpata aodaAeLag SYN: SeqS
[ KaBe mAevpa emiBeBatlwvel tov aplOpo
OELPAC TNG AAANC
O SYN-ACK: aplBuoc ospac enfePfaiwonc +
1
[ Mrnopeiva cuvduaoeL to deUtepo SYN pe
10 TIPWTOACK

Client

TCP

Server
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Awaxeipion TCP ouvdeon

' Bripa 1: o client host otéAvel ToTCP SYN segment otov server
YrevOouion: SRS , ST osemen
O Mpoodlopilel Tov apxlko aplOuo oslpadg (seq #)
O  KaBolou dedopéva
Bripa 2: o server host AapBavel to SYN, amavtdel pe SYNACK segment

OL TCP sender, receiver eykaBidpvouv
ouvbeon mpLv avtaAldéouv segments

VWV
6860|.,lEV(1) O O server deopével buffers
O Mpoodlopilel Tov apyxlko aplOud oelpdg
[ apxlkomnoinon petaBAntwyv touTCP : Briua 3: o client AapBdvel SYNACK, amavtdel pe ACK segment, rou
O seq Hs MIopel va mepLEXeL Ka Sedopéva

O buffers, nfAnpodopiec eAéyxouv pon¢
(e.g. RevWindow)

[ client: Eekwvael tn cuvdeon
Socket clientSocket = new
Socket ("hostname", "port number") ;

[ server: ATOSEXETOL ETILKOLVWVLO ATIO TOV
client

Socket connectionSocket =
welcomeSocket.accept() ;

TCP 14



Awaxeipion TCP
ouvdeonc(ouvexerla)

KAselowo plac cuvdeonc: g) client server@
O client kAeivel To socket: close FIN
clientSocket.close() ;
Bripa 1: to teppaTiko oot Tou client otéAvel
TCP FIN segment eA€yxou otov server N close
Briua 2: o server Aappavel to FIN, amavtaet pe ACK. e
KAeilvel tTnv ocuvdeon, otéAvel FIN +—
'S ACK
S
O
)
£
+
closed ™

TCP 15



Awaxeipion TCP
ouvdeonc(ouvexerla)

Briua 3: o client AapBavel to FIN, amavtaet
ne ACK

closing
O Mrmaivel o€ XpOVIOMEVN avapovh -
Ba anavinoetl pe ACK ota FINs mou

?\aHBdVEl / o
closing
Brjua 4: o server, AapBdvet to ACK. H hCY

oUvOeon £KAELOE. e
2NUELWON: UE ULKPEC LETATPOTIEG, UTTOPEL e ACk
va yivel dtaxeiplon tavtoxpovwy FINs. _i closed
)
£
+
closed ™



KAglolpo cuvdeonc

[ OmoladNToTE MAELUPA UTTOPEL VAL
EekLvnoeL To KAELlOLHO NG ouvdeong

O 2téAvel FIN onua
O “Ae Ba oteilw aA\a dedopeva”
[ H &AAn mAeupa pmopet vat cuvexiost va
oteAvel bedopueva
O «Hput-avowtn» ocuvdeon
O Mpéemnel va cuvexioel va emiBeBatwvel
[ EmBeBaiwon tou FIN

O EmBeBaiwon pe sequence number + 1

TCP

A B

FIN, SegA

\

IACK, SeqgA+1
M

ACK

\

FIN, SeqB
ACK, SeqB+1
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YrioAoyiopoc tou Round-trip time &
tou timeout

T Mnxaviopocg rou KoBopllel TOCO Vo TIEPLULEVEL O ALTTOOTOAEQC LEXPL VAL
EavaoTelAEL TO TTAKETO

[ O timer (eav Non dev “tpexel” yla karmolo aAAo segment) Eeklva Otav 10O
segment “napadidetal” oto IP eninedo

[ Otav o timer ARéeL, 1o segment EavaoteAvetal kat to TCP Eekva Eava Tov
timer

% To TCP tou sender diatnpei mAnpodopia yia to maAiotepo unacknowledged
byte



‘EAeyxoc pong tou TCP

% To TCP eilvat éva mpwTOKoAAo KUALOEVOU rtapaBupou (sliding window )

O T peyebog napaBupou n, pmopet va otellel Ewc Kot n bytes ywpic va Aapet
eniBeBaiwon

O Otav ta debopeva eniBeBatwbBouv tote 10 MOPABUPO PETAKLVELTAL TTPOC T
Urpog
[ KdBe makéto Snpootlevel va peyeboc napabupou
O Mpoodlopilel Tov aplOno twv bytes yla ta onoia £xeL xwpo
T To original TCP otéAvel mavta oAOkAnpo to napabupo
O 0O €Aeyxoc ocupudopnong Twpa To nepLlopilel auto



‘EAeyxoc ponc pe mapadbupo:

amootEAAouoa TAsVpA

window

2TAAONKav Kal

emIRELAIWONKAV HROMO

T

ETTOEVA VIO ATTOGTOAR

TCP
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‘EAeyxoc ponc pe mapadbupo:
amootEAovcoa MAEVPA

Packet Sent Packet Received

Source Port Dest. Port Source Port Dest. Port

Sequence Number

HL/Flags

D. Checksum | Urgent Pointer
Optio’is...

App write
| L |

O >
EMIPEPAIWHPEVA OTAAMEVA TrpoKeITal EKTOG TTOPOBOUpOU

va gxoAouv )



‘EAeyxoc ponc pe mapadbupo:

Aaupavouvoa mAsupa

Ti TpETTel va KAVEI O TTAPAANTITNG;

Buffer TrTapaAnmn

New

Agv €xouv
emPEPaIwOE

aKOua

window

TCP
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EpwtnoeLg yla tov EAeyXo pong

 What happens if window is 0?

® Receiver updates window when application reads data

— What if this update is lost?
* TCP Persist state

® Sender periodically sends 1 byte packets

— Receiver responds with ACK even if it can’t store the
packet

— 2€ Karola otypun to Receive Window tou Receiver Oa
elvail 20, Ba pavel oto ACK kot o Sender Ba E€pel OTL
Urtopel vat otellel Sedopevar ’a



Performance Considerations

* The window size can be controlled by receiving application

— Can change the socket buffer size from a default (e.g. 8Kbytes) to a
maximum value (e.g. 64 Kbytes)

e The window size field in the TCP header limits the window that the receiver
can advertise

TCP 24



TCP seq. #’s and ACKs

Seq. #'s:

‘¥~ byte stream “number” of first byte in segment’s data

ACKs:
— seq # of next byte expected from other side

— cumulative ACK

<C1Cp only acknowledges bytes up to the first missing byte in the
stream

<?>Q: how receiver handles out-of-order segments

A: TCP spec doesn’t say - up to implementor
O MapaAATTNG EXEL TLC TIOPOKATW SV O YEVIKEG ETILAOYEC
—  OaMEowC “TeTA” T segments mou €ptacav pe AdbBo¢ olpa, 1

—  “kpatd” ta segments rou NpOa pe AdBoc¢ oslpd Kol TEPLUEVEL T AABEL TTAKETA e Ta bytes mou
“yaBnkav/dev édptaocav” va kaAupouv ta KeViCP o5



TCP seq. #’s and ACKs

Seq. #s:
— byte stream “number” of first byte §
in segment’s data

ACKs: User
types
— seq # of next byte expected from '
other side .
— cumulative ACK |r'e,ce|p’r of
C', echoes
Q: how receiver handles out-of-order back 'C’
segments
A: TCP spec doesn’t say host ACKs
- up to implementor receipt

Seqg=
O TMopaAATING: 'on echoed ' ACK=g
—  OaMEOoWC “TteTA” T segments mou

gptaocav pe Aabocg oslpa, N
— “kpatd” ta segments rmou npOa pe Aabo¢ time

OELPA KOl TLEPLUEVEL TOL AAPEL TTAKETAL LLE simple telnet scenario
Ta bytes mou “xaBnkav/dev éptacav”’ va v
KaAU P ouv Ta KeEVA TCP "




TCP Round Trip Time and
Timeout

Q: how to set TCP timeout value?
* longerthan RTT
® but RTT varies
* too short = premature timeout
® unnecessary retransmissions
* too long: slow reaction to segment loss

QI how to estimate RTT?

* SampleRTT: measured time from segment transmission until ACK receipt

&~ Ayvoel segments mou €xouv ¢taoeL e retransmissions
* SampleRTT will vary, want estimated RTT “smoother”
— average several recent measurements, not just current SampleRTT

TCP
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TCP Round Trip Time and
Timeout

EstimatedRTT = (1- o) *EstimatedRTT + o*SampleRTT

[ Exponential weighted moving average
3 influence of past sample decreases exponentially fast
[ typical value: oo =0.125

TCP
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RTT (milliseconds)

350 ~

Example RTT estimation:

RTT: gaia.cs.umass.edu to fantasia.eurecom.fr

300

250

200 +

150

100

15

22 29 36 43 50 57 64 71 78 85 92
time (seconnds)

—o— SampleRTT —®—Estimated RTT

TCP

99

106
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TCP Round Trip Time and

Timeout
Setting the timeout

e EstimtedRTT plus “safety margin”
— large variation in EstimatedRTT -> larger safety margin

* first estimate of how much SampleRTT deviates from EstimatedRTT:

DevRTT = (1-B)*DevRTT +
B*|SampleRTT-EstimatedRTT |

(typically, B = 0.25)

Then set timeout interval:

TimeoutInterval = EstimatedRTT + 4*DevRTT



TCP reliable data transfer

TCP creates rdt service on top of [J Retransmissions are triggered by:

V4 M H
IP’s unreliable service Q timeout events

Pipelined segments Q duplicate acks

Cumulative acks [ Initially consider simplified TCP sender:
TCP uses single retransmission Q ignore duplicate acks

timer Q ignore flow control, congestion control



TCP sender events:

Data received from application:

* Anuloupyei segment pe seq #

seq # is byte-stream aplOuoc touv mpwtou data byte oto segment
* ApxileL tov timer, gdv dev “tpExel” N
O timer kaBe dopa avtiotoxel oto naAtotepo unacked segment

@» Yrapxew govaya evac timer yio to kaOe TCP flow oto host

e expiration interval: TimeOutInterval
Timer expired: Timeout event:

e ZavaoTtéAvel To segment not-yet-acked-with-the-smallest-sequence-number

. Eava-apxwd TO timer
Ack received:

* Eadv acknowledges maAlotepa unacked segments
— Evnuépwoe touc buffers/mapapetpouc yLa To TL Eval yvwoTo va €xel yivel acked
— ApxLoe to timer v unapyouv outstanding segments



NextSegNum = InitialSeqNum
SendBase = InitialSeqNum

loop (forever) {
switch(event)

event: data received from application above
create TCP segment with sequence number NextSeqgNum
if (timer currently not running)
start timer
pass segmentto IP
NextSeqgNum = NextSeqNum + length(data)

event: timer timeout
retransmit not-yet-acknowledged segment with
smallest sequence number
start timer

event: ACK received, with ACK field value of y
if (y > SendBase) {
SendBase =y
if (there are currently not-yet-acknowledged segments)
start timer
}

} /* end of loop forever */ Tcp

TCP

sender
(simplified)

Comment:

- SendBase~1: last
cumulatively

ack'ed byte

Example:

- SendBase-1=71;

y=73,

so the rcvr

wants 73+ ;
y > SendBase, so
that new data is

acked

33



TCP: retransmission scenarios

SendBase
= 100

«—timeout——

v

time

lost ACK scenario

y

I
S
E
~
é_
(Vp)]
!
Sendbase T
= 100 =
SendBase 3
= 120 £
)
é_
dBase "
SendBa
120 4
time

Crl;emm‘ur'e timeout scenario
34



TCP retransmission scenarios

timeout——

\<
loss
SendBase P\G\‘/

= 120 Host A does not resend
either of the two segments

time
Cumulative ACK scenario

TCP 35



TCP ACK generation [RFC 1122, RFC
2581]

Event at Receiver TCP Receiver action

Arrival of in-order segment with | Delayed ACK. Wait up to 500ms
expected seq #. All data up to for next segment. If no next segment,
expected seq # already ACKed send ACK

Arrival of in-order segment with Immediately send single cumulative
expected seq #. One other ACK, ACKing both in-order segments

segment has ACK pending

Arrival of out-of-order segment Immediately send duplicate ACK,
higher-than-expect seq. # . indicating seq. # of next expected byte
Gap detected

Arrival of segment that Immediately send ACK, provided that
partially or completely fills gap segment startsat lower end of gap
TCP
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No Qupaote

e TCP acks sival cumulative !

“F” Eva segment mtou éxet AndBei cwotd aAAd oe Addoc aepa Sev yivetal
ACKed arto tov moapaAnmtn

e TCP sender diatnpet povaya tnv nAnpodopia:

— segment # P TOV LULKPOTEPO aPLOPO MoU EXEL OTELAEL AAAA HEV EXEL YiVEL
ACKed akoun (sendBase), kaBwc Kal

— sequence # Tou endpevou byte ou Ba npémnet va otalel (NextSeqNum)

TCP 37



MNapoatnpnon oxetika pe ta Timeout
Alaotnpato

— Ta timer expiration cupfaivouv cuvnBwce e€autioc NG
ocupdopnonc tou SiKtuou

— MoAAa nokeTa mou ptavouv o€ (EVEELC OTO LLOVOTIATL
uetaéL tou sender & receiver xavovtol N EXOUV HEYAAEC
KaBUOTEPNOELC OTLC OUPEC TWV Spopoloyntwy Aoyw
cupPpOpPNONG

£\ Edv oL senders OUVEXLOOUV va EaVAOTEAVOUV TA TIOLKETAL
“otaBepa”, n cupdopnon UTOPEL VO XELPOTEPEVOEL

— Me tnv ekBetikn avénon pe kabe retransmission Tou
sender, o TCP sender mpoomaBei “suyevikd” va MEPLUEVEL

0A0 Ka ueyaAutepo diaxotnua

' ' TCP 38
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AutAaowalovtac to Timeout
Alraotnua

& k4o $dopd mou to TCP retransmits OLMAQOLALEL To eMOpevVO timeout

Sdlaotnua avti va BETEL TNV TLU ATTO TOV UTTOAOYLOMO TWV
lastEstimatedRTT & DevRTT

— €xoue dnAadn ekFetikn avénon tou timer PeTA Ao KAOE
retransmission

AN
Otav €va amo Ta MapaKATW yeyovotayv cUpBouv:

— Nea b6ebouéva npowdouvrat amno tnv ePpapuoyr YL TOV OXNHATIOMO
segment

— MapaAaBn evoc ACK

O timer maipvel Tipun Baoet twv lastEstimatedRTT kat DevRTT

v OLteploocodtePeC TCP UAOTIOLACELS TO UTIOOTNPL{OUV
TCP 39



Fast Retransmit

@ Time-out period often relatively long:

— long delay before resending lost packet
* Detect lost segments via duplicate ACKs

v’ Sender often sends many segments back-to-back
— If segment is lost, there will likely be many duplicate ACKs

& |f sender receives 3 ACKs for the same data, it supposes that segment
after ACKed data was lost:

fast retransmit: resend segment before timer expires

TCP
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Fast retransmit algorithm:

event: ACK received, with ACK field value of y
if (y > SendBase) {
SendBase =y
if (there are currently not-yet-acknowledged segments)
start timer
}
else {
increment count of dup ACKs received for y
if (count of dup ACKs received fory = 3) {
resend segment with sequence numbery

}

/ \
a duplicate ACK for fast retransmit
already ACKed segment

TCP
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Chapter 3 outline

3.1 Transport-layer services

3.2 Multiplexing and
demultiplexing

3.3 Connectionless
transport: UDP

3.4 Principles of reliable
data transfer

3.5 Connection-oriented
transport: TCP
— Segment structure
— reliable data transfer
— flow control

— connection management

* 3.6 Principles of congestion
control

e 3.7 TCP congestion control

TCP 42



TCP Flow control (1/3)

* Receiver advertises spare room (ReceiveWindow in segments)
* Sender limits unACKed data to Receive Window
— guarantees receive buffer doesn’t overflow

@ Receiver Receiver TCP has a receive buffer

¥— RevWindow —

\

NN\
W \\\
NN

N

7 application

data from 7 A
spare room AR AN
P /9B process

IP

= RcvBuffer -

TCP 43




TCP Flow Control (2/3)

Receiver TCP has a receive buffer;

flow control

sender won't overflow
receiver's buffer by
transmitting too much, too fast

application

{n— RevWindow —n}
data from _ qCR
P spare room 175 ke
~Anbuffer
fb———— RevBuffer ————
oo

speed-matching service: matching

the send rate to the receiving

application’s drain rate

e

application process may be slow at reading from buffer
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TCP Flow control (3/3)

* Receiver advertises spare room by
including value of Receive

Window in segments

RevWind .
REPNIRE — * Sender limits unACKed data to
Ytz Receive Window
data from 9 A application .
P R data—* process — guarantees receive buffer

~inbuffer

doesn’t overflow

{'— RcvBuffer —'}

(Suppose TCP receiver discards out-of-order segments)

spare room in buffer

RcvWindow
RcvBuffer-[LastByteRcvd - LastByteRead]



Buffer @ Receiver becomes full

 The sender will be notified with the RevWindow value (=0) in the ACK
messages

* The receiver will keep processing the received segments and forward them
to the application ...

Eventually there will be space at its buffer ...

@ How the sender will be informed when there is empty space at the
receiver buffer?

* TCP requires the sender to keep sending messages of 1Byte when the
receiver’s RevWindow=0

* These segments will be ACKed and eventually they will contain nonzero

: |
RcvWindow value! TCP 46



Baowka yia tov EAgyyo
Zupdopnong

Jupdopnon:
* informally: “too many sources sending too much data too fast
for network to handle”

T~ Aradopetikd amnod tov éleyxo ponc (flow control) 1!

EkdnAwvetal pe:

— lost packets (buffer overflow at routers)

— long delays (queuing in router buffers)

@ a top-10 problem! TCP
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Causes/costs of congestion:
scenario 1

2 senders, 2 receivers

e 1 router pe buffer ameipou

LeyEBoug Host B

Host A

* no retransmission

A, : original data

unlimited shared '
output link buffers

Per-connection throughput:
Number of bytes/second @ receiver

C/2+ e -
N
5
O @T[o/\u wpaia! 'O
< uevuo'ro throughput
i
!

=— :W W

Iarge queuing delays
when congested!!!!

maximum achievable
throughput!!!

C/2
7\'in

Connection sending rate
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Causes/costs of congestion:

scenario 2

* 1 router, pe neploplopevou peyeBouc buffer

* sender retransmission of lost packet

Host B

Host A

A, - original Aot
data

A", - original data, plus A
retransmitted data

finite shared output
link buffers

TCP
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Causes/costs of congestion:
scenario 2

MavteUel av o buffer eivai Retrx otav {épel TTpwipa timeouts
YEHATOG K OXI OTI TO TTAKETO KdBe TtakéTo
Y3 e . re [Qa xaBei ; R/2 oTEAvETAI
’ i (kaTd péco 6po) 2
) B . POpEC
< < | < RA4j—mmmmmmmmmmmme e
k?n R/I2 7\;” R/I2 k?n R/I2
Original data + retransmissions
a. b. C.

= “costs” of congestion:
@ more work (retransmissions) for given “goodput”

@ unneeded retransmissions: link carries multiple copies of packet
TCP 50



Causes/costs of congestion:

scenario 3

Q: what happens as Kin

and Aincrease ?
e timeout/retransmit In

 4senders
* multihop paths

Host A .- A
A, . original data out

A, : original data, plus
retransmitted data

finite shared output
lipk buffers

Host B

=

TCP 51



Causes/costs of congestion:
scenario 3

C/2

5
O
< P i

kl
N
Another “cost” of congestion:

® when packet dropped, any “transmission capacity used for that
packet at each of the upstream routers to forward that packet to the
point at which it is dropped was wasted!
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[EVIKOL TPOTTOL OLVTLLETWTITLONC
cupdopnong

Two broad approaches towards congestion control:

¥~ Network-assisted congestion control:

* routers provide feedback to end systems
— single bit indicating congestion (SNA, DECbit, TCP/IP ECN, ATM)
— explicit rate sender should send at

end-to-end: Ta 2 hosts mou ouppeTéxouv TapakoAouBolv kai puBpifouv To puBUO Kivhong Toug

‘¢ End-to-end congestion control:

* no explicit feedback from network

* congestion inferred from end-system observed loss, delay
e approach taken by TCP

IP does not provide explicit feedback tecphe end systems 53




Chapter 3 outline

3.1 Transport-layer services * 3.5 Connection-oriented

3.2 Multiplexing and demultiplexing transport: TCP

3.3 Connectionless transport: UDp ~ — Segment structure

— reliable data transfer

3.4 Principles of reliable data transfer
— flow control

— connection management

* 3.6 Principles of congestion
control

e 3.7 TCP congestion control

TCP
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TCP congestion control:€Aeyxoc¢ oto sending rate

MO amooToAEQC:

 Mewwvetl to sending rate i€ To va eAaTTWVEL TO congestion window
otav eva loss event sudayiletal

* Katavéavel to sending rate, otav n cupdopnon HELWVETOL

timeout n 3 opota ACKs

Las'rBy'reSen'r Las'rBy'reAcked min Congestlon a%wwg 4

Window

UHBopnan flow control

Observation: Large Congestion Windows - Largepumber of

non-ACKed packets trx — Large Sending Rate 55



3 kevtplka onpetla tou TCP congestion
control

1. Additive increase, multiplicative decrease:

Increase transmission rate (window size), probing for usable bandwidth,
until loss occurs

O additive increase: increase Congestion Window by 1 MSS every
RTT until loss detected

O multiplicative decrease: cut Congestion Window in half after loss
1. Slow start

2. Reaction to timeout events

time

TCP 56



TCP congestion control: additive increase,
multiplicative decrease (AIMD)

3 Approach:_increase transmission rate (window size), probing
for usable bandwidth until loss occurs

_— & additive increase: increase Congestion Window by 1 MSS
every RTT until loss detected

O multiplicative decrease: cut Congestion Window in half
after loss

YETaI Kal congestion avoidance

N

(2

< } 1 Kbytes —‘
Me Thv ypappikh auénon
"I0TAKTIKA" eAEYXEI KATA TIO0O

n oupedpnon éxel eAaTTwOsel 5 Kbytes —

8 Kbytes —

congestion window size

time

Saw tooth

behavior: probing for bandwidth TP
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MpocOetikn avénon tnc AIMD

TTwe akpipwg AsiToupyei N TpoaBeTIKA avénon:

KdBe popd Tou o TCP sender oTéAvel pe emtuxia makeEta
(dnAadn 6Aa Ta takéTa Tou oTéAvovTal KaTd Th OIdPKEId TOU
TeAeuTdiou RTT éxouv emPepaiwBei e makéta ACK)

HE OUVOAIKO HEYeBOC igo pe To CongWin,

TPoaOéTel To 10080vapo Tou EVOC TAKETOU aTo CongWin

F TTpooéleTe 6TI aTnv TPAEn To TCP aufdvel eAappwc To péyeOoC

Tou CongWin pe tnv apin kabe ACK.
2 Uykekpidéva, To CongWin aufavetar ye 1o KAt ACK kara
MSS * MSS/CongWin
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Congestion Avoidance

* H $aon tnc ypapukne avénong tov TCP
congestion control protocol Aeystal kat paon

artopuyng cuppopnong

TCP
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AIMD: mopatnpnoeLg

? MaTti éxope ypappikh abénon kai ox1 eKOeTIKA auénon?

O sender eivatl mpoObupoc va pelwoel To peyeBocg tou mapabupou
oupudOpnoNC LE APKETA LeyaAUTEPO PUBLO art’ OTL eival tpoBupoc va To
avénoel

ExeL amobeytel 0tL n nEBodo AIMD amoteAet anapaitntn cuvonkn €tot
WOTE oL pnxaviopol eAéyxou cupudopnong va ival otabepod.

‘Evac SooBntikog AOyoc yla TNV €MIOETIKA LELWON KAl TN CUVTNPNTIKA
av&non tou peyEBouc Tou mapabupou ivol OTL OL CUVERELEG EVOC
napadupov Ue ueyaldo ueyedoc eivat moAU XELPOTEPEC OTIO TLC OVTLOTOLYEC
gVOC TapaBUPOoU PE UIKPO HEYEDOC.

Y, OTAV 1O HEYEDOC Tou TtapaBUpou eival TTOAU LEyAAO, TO TTOLKETOL TTOU
amnoppintovtal da avauetadodouv nPoKaAwvToc aKOUA XELPOTEPN

cUUPOpNON.

[4 14 14 14 ITCP 14 I I
Ernopévwe n £€€060¢ amo autr tnv kataotaon £xel tblaitepn onpacia. 69



TCP Congestion Control:
TLOLPOTNPNOELG

e gsender limits transmission: How does sender perceive congestion?

LastByteSent-LastByteAcked * lossevent = timeout or 3 duplicate acks
TCP sender reduces rate (Congestion
Window) after loss event

< CongWin

(ignoring flow control here)

* Roughly:
CongWin
rate =
RTT ByTeS/SeC three mechanisms:
* Congestion Window is dynamic, w el
— slow start

function of perceived network congestion
— conservative after timeout events

Observation: Large Congestion Windows — Large Sending Rates

in the slides, sometimes we talk about increase/decrease of the rate and
other times about increase/decrease of CongWindow~p
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TCP Slow Start (1/3)

* When connection begins: CongestionWindow =1 MSS

congestion window is very small (hence the name “slow start”)
— Example: MSS =500 bytes & RTT = 200 msec
— initial rate = 20 kbps

note: AtaBsopno bandwidth pmopet va ivar >> MSS/RTT

@ Onodte ypRyopa Bélope va 1o AQUENCOUE wote va dtdoope To bandwidth
TTOU UTTOPOULLE VO TIETUXOLLE

[ When connection begins:

increase rate exponentially fast until first loss event

v'H abénon (CongestionWindow-++) yivetatr KAOE Gopd nou Aappdveral
1 ACK ...

@ why the rate increases exponentially fast?



Example of TCP Slow start (2/3)

TCP sends the first segment and waits for the ACK
If this segment is acked before a loss event,
 the TCP sender increases the congestion window by 1 MSS, and
* sends out two maximum-sized segments.
If these segments are acked before loss events,
the sender increase the congestion window by 1 MSS for each of
the ACK segments,
(giving a congestion window of 4 MSSS), and
sends out 4 maximum sized segments.

The value of CongWindow effectively doubles every RTT during the

slow-start phase.



TCP Slow Start (3/3)

* When connection begins, increase
rate exponentially until first loss
event:

double CongWin every RTT

o done by incrementing CongWin for

every ACK received

Summary: initial rate is slow but
ramps up exponentially fast

TCP
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Refinement: inferring loss

& Awadopormoleital n avrtidpaon sav sival timeout ry 3 ouota ACKs

Philosophy:

3 dup ACKs (duplicate acknowledgements) indicate network capable of
delivering some segments

7 timeout indicates a more alarming congestion scenario

TCP 65




Avtidpaon og yeyovota
cupdopnong

& Aladopormoleital n avridbpaon av eival timeout ) 3-0pota-ACKs

e Eav eival 3-0powa-ACKs:
— Congestion window 5lalp£l"l'al oL 2 ko petd avgaverat ypa[.tmko't

 Edv opwc oupPel timeout:

@ O sender unaivel o€ slow-start pacon!!!

— Congestion window = 1MSS

— UETA au&Aavetal eKIETIKA PEXPL VA PTACEL TO ULOO TNE TLUAC TTOU ELXEL TTPLV TO
timeout,

KOlL LETA OTTO QLUTO TO OnUEiLo

— awuéavetat ypapuikd (6rwc o ywotdéfuetd and éva 3-6pota-ACKs yeyovosy



TCP Congestion Control

When CongWin <= Threshold:

sender in slow-start phase, window grows exponentially
* When CongWin > Threshold:
sender is in congestion-avoidance phase, window grows linearly
*  When triple duplicate ACK occurs:
— Threshold=CongWin/2
— CongWin=Threshold

* When timeout occurs:
— Threshold=CongWin/2

— CongWin=1 MSS
TCP 67



TéAoc Evotntoc

-[IIXEIPHEIAKO NPOrPAMMA
EKMAIAEYZH KA AlA BIOY MAGHEH — ==” Ez nA
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T
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* ok
YNOYPTEID MAIAEIAL & BPHIKEYMATON, NOAITIEMOY & ABAHTIEMOY

Eupwnaikn Evwon EIAIKH YNHPEIZIIA AIAXEIPIZHE
Expuml K o Me T ouyxpnparodémnon tng ENadag kai e Evpwnaikiic Evwang



